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Abstract— Terrain classification is a challenging task for
robots operating in unstructured environments. Existing clas-
sification methods make simplifying assumptions, such as a
reduced number of classes, clearly segmentable roads, or
good lighting conditions, and focus primarily on one sensor
type. These assumptions do not translate well to off-road
vehicles, which operate in varying terrain conditions. To provide
mobile robots with the capability to identify the terrain being
traversed and avoid undesirable surface types, we propose a
multimodal sensor suite capable of classifying different terrains.
We capture high resolution macro images of surface texture,
spectral reflectance curves, and localization data from a 9
degrees of freedom (DOF) inertial measurement unit (IMU)
on 11 different terrains at different times of day. Using this
dataset, we train individual neural networks on each of the
modalities, and then combine their outputs in a fusion network.
The fused network achieved an accuracy of 99.98% percent on
the test set, exceeding the results of the best individual network
component by 0.98%. We conclude that a combination of visual,
spectral, and IMU data provides meaningful improvement over
state of the art in terrain classification approaches. The data
created for this research is available at https://github.
com/RIVeR-Lab/vast_data.

Index Terms – Sensor Fusion, Datasets for Robot Vision, Field
Robots, Spectroscopy in Robotics

I. INTRODUCTION

For off-road autonomous vehicles, understanding the prop-
erties of the surface they are on is of critical importance.
Some regions may be clearly passable, and ideal for driving,
such as paved roads and sidewalks. Others are passable but
less desirable, such as grassy fields or a flat sandy beach.
And then there are regions that are entirely undesirable like
rocky terrain, or water-logged soil. Humans are easily able to
determine the broad material composition of environmental
objects through visual perception [1]. This knowledge set
extends to understanding the properties of objects even when
they are in abstract shapes [2]. For example, soil has no
clearly identifiable spatial shape for recognition, as it can
spread over a continuous surface or be piled into a three-
dimensional mound. Further studies have shown drivers rely
fused visual information with haptic feedback to react to
sudden changes in road conditions [3], [4]. We thus seek
to mirror this fusion of sensory inputs on a mobile robot
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Fig. 1: Clearpath Jackal Unmanned Ground Vehicle (UGV)
with sensor setup for local terrain patch illumination and the
collection of spectral and macro images.

to provide a better identification and classification of local
terrain.

For instance, this capability is useful when an off-road
vehicle encounters a sudden transition from a stable patch of
grass to an unstable portion of mud, which may incur wheel
sinking or slippage. These scenarios can lead to unintended
motion, increased energy usage, or in extreme cases total
vehicle loss. Ideally the robot should be able to assess the
terrain type being traversed against its mobility characteris-
tics and adopt appropriate motion plans for successful terrain
traversal.

In this research, we focus on providing vehicles the ability
to sense and identify the surface they are on and present
a sensor suite and machine learning pipeline to allow for
accurate characterization of ground materials (Fig. 1). By
first detecting what the surface is, robots are better enabled
to plan how to act on them. We combine our prior work
on using spectroscopy for material discrimination of grasped
objects with terrain classification approaches traditionally
applied during airborne remote sensing assessments. We also
employ previous techniques from analytical near-infrared
(NIR) reflectance spectroscopy [5], [6] to estimate the ma-
terial composition of a surface. Specifically, we measure
reflected light ranging from the ultraviolet (λ ≈ 350 nm)
to the NIR (λ ≈ 1200 nm).

The contributions of this paper are:
• Development of a sensor system to acquire multi-point

spectral readings and image data co-aligned with contact
point of each wheel of the vehicle.

https://github.com/RIVeR-Lab/vast_data
https://github.com/RIVeR-Lab/vast_data
https://github.com/RIVeR-Lab/vast_terrain_classification
https://github.com/RIVeR-Lab/vast_terrain_classification


• Collection and dissemination of a dataset consisting
of visible to NIR, (VNIR), spectral readings and high
resolution macro images collected by a mobile robot
operating in the field.

• Design of a multi-layer fusion network to leverage the
strengths of each modality-specific network, yielding a
higher overall accuracy than constituent networks alone.

The paper is organized as follows. Section II provides an
overview of prior work in terrain classification for wheeled
mobile robots, along with a discussion of spectroscopy and
its use in airborne terrain segmentation. Section III presents
the design and system architecture used to acquire the
data and discusses parameters used to synchronize the data.
The data collection and experimentation are delineated in
Section IV. Section V discusses our approach to sensor
fusion with neural networks. Section VI demonstrates the
model’s efficacy through experimental results and ablation
studies. Finally, Section VII concludes the paper and presents
multiple opportunities for future research.

II. RELATED WORK

Sensors for robot terrain classification fall under two cat-
egories: proprioceptive and exteroceptive[7]. Proprioceptive
sensors sense terrain properties through the interaction of
the robot with its environment. Examples of these sensors
include wheel encoders and IMUs. Exteroceptive sensors
sense terrain from a distance and enable a robot to classify its
surroundings without directly interacting with it. Examples
of exteroceptive sensors include cameras and laser range
finders. State of the art methods in terrain classification
generally use multiple sensors, often incorporating both
proprioceptive and exteroceptive sensors.

Early works in terrain classification utilized RGB image
channels in a single or stereo camera configuration [8], [9]
with hand engineered features such as image gradients, point
features, or ternary descriptors to classify or characterize
terrain. More recent methods utilize convolutional neural
networks (CNNs) to learn deep feature representations of
terrain images [10]. Other studies have focused less on
materially descriptive labels like grass and asphalt, and use
semantic labels to segment terrain into go and no-go regions
with a forward facing camera [11].

In our prior work, we demonstrated the utility of a method
for terrain classification, albeit for humanoid robots. Recur-
rent Neural Networks (RNN) were used to model terrain
stiffness on a number of deformable surface materials [12].
The kinematic chain of the robot is used to extract foot
sinkage from different poses and serves as input to the RNN.

[13] utilized audio signals by hand-labeling sound sig-
nals for terrain interactions in the environment. To handle
time varying signals of sound, features were extracted from
snippets of fixed length signals using a Hamming window
and Fast Fourier transform. They demonstrated results on
benign object terrain classes: grass, pavement, and gravel.
Additionally, they showed success in classifying abstract
interactive sounds: splashing, hitting, and slipping. However,
the generality of their work to more diverse terrain classes

and the classifier’s invariance to background noise is uncer-
tain.

A. Fusion Methods

Fusion techniques have been used to classify terrain
by incorporating multiple sensor readings. In [14], a self-
supervised approach was developed to estimate the roughness
of terrain using 3D point cloud data. By associating inertial
shock as measured by an IMU with discontinuities in the ter-
rain, the authors trained a model to predict when the vehicle
is approaching rough terrain based on the point cloud data
and its known trajectory. With this information, the planner
is able to make rapid adjustments to its speed to reduce
sudden shocks (large changes in the IMU measurements).
This approach makes no attempt to classify terrain types,
and does not account for situations where flat terrain might
be undesirable, as when operating over a plowed farm field.

Weiss et al. used a fusion of vibration and visual data to
classify 14 different terrain types [15]. The results show that
a fused data model yields higher accuracy than each individ-
ual data source alone. However, their work came before deep
learning methods were widely used, so the authors relied on
hand engineered features, like channel integral invariants, as
inputs to a support vector machine. [16] used an ensemble of
sensor methods including inertial, motor voltage, ultrasonic
range, infrared range, microphone, and wheel encoders to
highlight which modality was optimally suited to identify
each type of terrain. However, the authors leave fusion of the
diverse sensor methods to future ideation. Additional works
fused Light Detection and Ranging (LIDAR) [17], [18] or
vibrations [19] with visual readings to improve classifier
accuracy.

The current state of the art in terrain classification lever-
ages self-supervised methods. Zurn et. al [7] used a direc-
tional microphone near the rear tire contact point on a mobile
robot to weakly label terrain. The audio is then used to label
visual image patches in a semantic segmentation network.
Their combination of proprioceptive and exteroceptive sen-
sors for classifiers holds promise for autonomous learning,
but is currently demonstrated on a small sample of terrains.

B. Spectral Material Identification

The use of spectroscopy in robotics applications has been
demonstrated for household manipulation [20], [21], [22] and
agricultural use cases [23]. Because spectroscopy relies on
reflected light spanning the electromagnetic spectrum, it can
be reliably used to identify material properties not apparent
to the human eye when placed in close proximity with a
robot gripper [24], [25]. Applications of spectroscopy in
mobile robots have been limited, providing ample opportu-
nity for continued work. One prior work used reflectance
spectroscopy on a mock planetary rover to classify rocks for
scientific analysis [26]. Similarly, planetary rovers have used
high sensitivity spectrometers for targeted sample analysis,
but do not use the information in active terrain categorization
or motion planning [27], [28], [29].



C. Remote Sensing

Imaging spectroscopy, also referred to as hyperspectral
imaging (HSI), is a widely used technique to classify land
cover from airborne vehicle platforms. HSI classifiers com-
monly operate on a per-pixel strategy [30]. For supervised
methods, the reflectance curve collected for each spatial point
can be cross-referenced with libraries of known spectral
signatures or it can be compared with previously labeled
samples from a particular collection. For instance, the United
States Geological Survey maintains a database of over 2,000
land cover spectral signatures over a wide variety of natural
and man-made terrain types [31]. Aerial drones are routinely
used with downward facing HSI cameras to collect data for
offline processing [32], [33], [34]. Spectral information is not
commonly used to generate real-time classifications, as the
proposed method does. We expand upon the widely accepted
methods traditionally used to segment kilometer-wide terrain
swaths and apply them to the terrain observed by a ground-
base mobile robot.

III. METHODS & MATERIALS

We adhered to the following specifications in the design
of our sensing platform: (1) Acquire sensor readings while
the vehicle is traveling at a speed of 1.0 m/s; (2) Collect
image and spectral readings aligned with the point of con-
tact for each vehicle wheel; (3) Provide continuous ground
illumination across the VNIR spectrum; (4) Measure spectral
response curve from 400 - 1100 nm. These requirements
enabled us to acquire low-noise spectral and IMU readings
on all terrains.

A. Spectral Acquisition System

We utilize a StellarNet BLUE-Wave miniature VNIR spec-
trometer as its high signal-to-noise ratio (SNR), 1000:1, pro-
vided consistent readings in prior robot grasping experiments
[24], [25]. The system collects readings from wavelengths
ranging from 350–1150 nm through a single input slit. The
device is factory calibrated with a Mercury light source to
automatically apply spectral correction coefficients at each
wavelength. As is common with silicon-based spectrometers,
the quantum efficiency of the detector decreases at wave-
lengths over 1000 nm. We do not perform any smoothing
or scan averaging to avoid removing spectral artifacts from
small wavelength interactions.

To reduce system complexity we use the same spectrome-
ter to measure readings from each wheel by using a MEMS
(Micromachined Electro Mechanical System) fiber optic
switch (Agiltron, Inc.) to select which fiber channels light
into the spectrometer. The input fiber is cycled between each
of the four wheels at a rate of 0.5 Hz. The fiber optic switch
has an average insertion loss of 0.5 dB across the VNIR
spectrum. We increase the integration time (time to acquire
reflectance information) for individual spectral readings to
1.0 seconds to account for the loss in transmitted photons.
This enables us to capture significant signal, even on dark
surfaces while not oversaturating the spectrometer’s upper
limit at 216 photons. The optics equipment is mounted on

Fig. 2: Sensor tray containing the spectral probe and high
resolution camera and samples of their respective data.

rubber vibration-dampening sheets to prevent rough terrain
from perturbing the precision of the MEMS fiber switch.

B. Vehicle Selection

The Jackal UGV by Clearpath Robotics is the target mo-
bile platform for our data collection experiments. The robot
has a skid steer kinematic profile with four independently
powered wheels. For onboard computation, we utilize an
Intel NUC with an Intel i7 processor. The Jackal contains a
proprietary control board that relays IMU and odomometry
measurements through Robot Operating System (ROS) [35]
Noetic middleware at a rate of 10 Hz. We chose the Jackal for
its relatively small size, and ability to navigate both indoor
and outdoor terrain.

C. Sensor Tray Design

The robot base is outfitted with a set of aluminum T-slot
rails to place a 3D-printed sensor tray in close proximity
to the ground. Each tray, detailed in Fig. 2, contains an 8
MegaPixel USB camera (Arducam) with a macro lens at a
working distance of 5 cm. To provide ground illumination
across the electromagnetic spectrum, we utilize a Quartz
Tungsten Halogen (QTH) light bulb (Thorlabs). The spectral
profile of the bulb roughly matches the spectral profile of
sunlight, meaning our system can provide illumination even
in periods of low-light and complete darkness. Focusing on
local terrain patches allows for limited active illumination,
especially when compared with mast-based vision solutions
requiring illumination of the entire forward scene. We add
thermally conductive tape to the bulb socket to assist in
heat dispersion. The height offset creates a 10 cm × 10 cm
illuminated patch on the terrain immediately in front of each
wheel.

An SMA fiber optic cable mounting point is attached to the
base of the sensor tray. The center of the fiber optic cable is
offset by 2.5 cm, the minimum possible distance, from the
camera lens. Each mounting point includes a multi-mode,
low OH (hydroxyl group) fiber optic patch code. The cable
is rated to transmit light within the sensitive range of the
spectrometer. The cable has a numerical aperture of 0.39 and
accepts light from within a 1.25 cm radius cone extending
directly beneath the spectral probe.



Fig. 3: Representative normalized spectral reflectance curves
for each of the surface terrain types. Note the distinct
waveform patterns for each of the material types.

IV. EXPERIMENTATION & DATASET
A. Vehicle Data Collection

We identified 11 terrain types likely to be encountered
by a mobile robot operating both indoors and outdoors:
{asphalt, brick, concrete, carpet, grass, gravel, ice, mulch,
turf, sand, tile}. We simplify the data collection process
by identifying large regions containing primarily the target
surface type, thus reducing the amount of hand labeling
needed. We collected sample data from multiple different
regions of each class to provide broad intra-class variation.

Each data collection consisted of 1) straight forward passes
at 1 m/s, 2) serpentine maneuvers along the length of the
area, and 3) hard hairpin (180◦) turns. On softer terrains
like sand, turning motions resulted in material shear, further
increasing the variability in the dataset. Moreover, when
the UGV was operated in a straight line, the rear sensors
encountered the same terrain but with deformations caused
by the front tires’ surface contact. The dataset was further
enriched by collecting samples at mid-day, early afternoon,
and nighttime where ambient sunlight ranged from full to
nonexistent. The temporal variation was minimized by the
artificial full spectrum lighting provided by the QTH bulb.

B. Spectral Data

Raw spectral signatures consisting of photon counts
binned by wavelength are min-max normalized using a
reading from a light and a dark reference signal. The light
reference signal is generated by measuring reflectance off
a Spectralon white reflectance sheet. The dark reference
signal, which corresponds to what is called dark current,
is acquired by capping the instrument and taking samples.
These calibration signals only need to be acquired once
after initial sensor installation. Eq. 1 below demonstrates the
normalization procedure:

spectralcal =
spectralraw − signaldark

signallight − signaldark
(1)

This procedure normalizes the spectral reading to a [0,1]
range, which is beneficial for learning models. Fig. 3 shows
a sample normalized reading from each of the 11 classes.
As the fiber switch changes input to the spectrometer, the
signal is momentarily degraded so we discard readings where
the signal is similar to the dark reference current. The final
spectral reading provided by the sensor is a vector of length
2048.

C. Image Data

Raw image data is a 3264 × 2448 × 3 matrix that we
subdivide into 12 816 × 816 × 3 tiles. This step enables
small localized texture patches to be used as inputs to the
CNN without significantly degrading the quality of the input.
Samples of the image data are shown in Figure 4. The cam-
era’s distance to the ground results in a continually changing
image scene. Blurring is minimized by selecting a high frame
rate, 30 Hz, and a minimal integration time, 15 ms. The
active illumination from the QTH source reduces the number
of dark images. Occasional image patches contain specular
reflections. We consider these optical effects characteristic of
the surface, as surface texture and geometry are fundamental
to the image formation. Each tile contains a localized patch
of high quality texture information.

D. IMU Data

IMU data consists of a vector containing a quaternion for
the current position in 3D space, angular velocity, and lin-
ear acceleration: [θx, θy, θz, θw, ωx, ωy, ωz, ax, ay, az]. Since
IMU data is most meaningful as a time-varying signal, we
keep the last 11 samples in a stacked array. We then take the
first order difference of this array to obtain 10 samples. This
corresponds to about 0.2 seconds of data, since the IMU
runs at 50 Hz. Since we are interested in measurements
that correspond to how the vehicle moves in response to
the terrain it encounters, we keep only the estimates of
the current angular acceleration, linear acceleration, and
linear jerk. Thus, our IMU data consists of the following
information:[

dωx

dt

dωy

dt

dωz

dt
ax ay az

dax
dt

day
dt

daz
dt

]
.

Similar approaches have been used by [36], [37].
Since spectral data has the slowest acquisition time, spec-

tral data limits the number of full data records to 0.5 Hz.
Recognizing that limiting all sensors to this rate would
result in dropping the majority of data from the cameras
and IMU, we associate incoming IMU and image data with
the most recent spectral data reading. Additionally the small
focus area of the camera (10 cm x 7.5 cm), allows us to
make a uniform terrain assumption and associate the same
spectral reading with each patch. Although this assumption
will not hold in instances of terrain transition, it will only
constitute a single aberrant classification. The data has been
cleaned and collated as a benchmark for mobile robot terrain
classification using VNIR spectroscopy. To the best of our
knowledge, this constitutes the first publicly released dataset



Fig. 4: Full resolution terrain images captured from VAST sensors showing representative samples from the full dataset.

of spectral, IMU, and high-resolution terrain images acquired
by a mobile robot.

V. MODELING

Our goal is to classify terrain using image, spectral, and
IMU data obtained from the vehicle. Let the set of possible
labels be given by L. Then, given an image ximg, a spectral
reading xs, and an IMU reading ximu, we classify the robot’s
current terrain by selecting the label ŷ such that

ŷ = argmax
y∈L

p(y | ximg, xs, ximu) (2)

= argmax
y∈L

p(ximg, xs, ximu | y)p(y)
p(ximg, xs, ximu)

(3)

= argmax
y∈L

p(ximg | y)p(xs | y)p(ximu | y)p(y)
p(ximg, xs, ximu)

(4)

= argmax
y∈L

p(y | ximg)p(y | xs)p(y | ximu)p(y)p(ximg)p(xs)p(ximu)

p(ximg, xs, ximu)p(y)3

(5)
= argmax

y∈L
p(y | ximg)p(y | xs)p(y | ximu). (6)

where we apply Bayes’ rule to get (3), assume conditional
independence of the image, IMU, and spectral data given
the label to get 4, apply Bayes’ rule again to get (5), and
finally assume a uniform prior distribution over the labels
and independence in generating the data modalities to get
(6). This derivation forms the baseline function for our fused
network architecture. We compare a multi-layer perceptrons
performance with feature vector.

From Eq. 6, we see that we can independently train three
different classifiers using the different data sources as input
to a model to estimate likelihoods of a label:

p̂(y | ximg) = σ(zimg)

p̂(y | ximu) = σ(zimu)

p̂(y | xs) = σ(zs)

where σ is the softmax function and zimg, zimu, zs are the
|L|-dimensional feature vectors output by the three trained
classifiers. We implemented a number of neural network
architectures to learn each classifier. To obtain zimg, we used
the ResNet-18 [38] model pre-trained on ImageNet [39] and

Fig. 5: Model architecture for the fused net. Image, spectral,
and IMU data are passed into individually trained neural net-
works. The outputs of those neural networks are passed into
a single MLP to provide the final output. When the softmax
function is applied to zfused, we obtain class probabilities for
the given fused input data.

performed transfer learning on the last fully connected layer.
For zs and zimu, we cross-validated various numbers of layers
and perceptrons for a multi-layer perceptron (MLP) model.
We then selected the least computationally expensive model
that performed within 1% of the highest achieved accuracy
among all models on the test set. The final models we elected
to train were a two-layer MLP with 256 perceptrons in
the first layer and 128 perceptrons in the second layer for
p̂(y | xs) and a two-layer MLP with 512 perceptrons in
the first layer and 256 perceptrons in the second layer for
p̂(y | ximu). Each of these models outputs |L|-dimensional
feature vectors that, when the softmax function is applied to
them, represent likelihoods of each label.

The ResNet-18 model was trained with the Adam opti-
mizer [40] with a batch size of 32 and learning rate of
0.001. The spectral MLP was trained with stochastic gradient
descent (SGD) with momentum using a batch size of 16,
learning rate of 0.01, and momentum 0.9. The IMU MLP
was trained with SGD with a batch size of 64, learning rate
of 0.002, and momentum of 0.9. Both MLPs were trained
with dropout layers using a dropout probability of 0.25.



Base Model Classifier Accuracy F1-Score

ResNet-18 p̂(y | ximg) 95.2% 0.954
MLP p̂(y | ximu) 53.32% 0.494
MLP p̂(y | xspec) 99.0% 0.988
MLP p̂(y | xfusion) 99.98% 1.000

TABLE I: Individual classifier results on held-out test dataset
compared to the final fusion network.

After learning weights for each of these models, we use
the outputs of each model concatenated into a single vector
as the input to a two-layer neural network, depicted in Fig.
5, thus fusing the three individual classifiers to give a single
classifier. This classifier outputs zfinal, which then gives us
p̂(l | ximg, ximu, xspec), the likelihood of a label given the
three different data modalities. We also have the option of
using only two of the sensor modalities instead of all three,
if one is not necessary.

VI. RESULTS

Results from each of the three independent classifiers,
p̂(y | ximg), p̂(y | xs), and p̂(y | ximu), are shown in Table
I. The spectral model performed best, closely followed by
the image model, with the IMU model lagging much further
behind. It is expected that the IMU model, which uses only
proprioceptive information, performs worst when classifying
external information. However, it is somewhat surprising that
the spectral model outperforms the image model when the
spectral data has dimension 2048 and the image data has
dimension 512×512×3 = 786432. Further, the image model
was trained on 805,154 images (since individual images were
divided into 12 separate patches) while the spectral data
was trained on only 11,704 samples (since many samples
are ignored when switching between wheels and only one
spectral reading is taken for every four images).

Using the fusion architecture depicted in Fig. 5, we
achieve 99.98% accuracy on the test set of size 8,703.
However, this architecture does not use the results derived
in Eq. 6, as the MLP learns a series of non-linear weights.
Although these accuracy numbers might seem incredibly
high, similar accuracy ratings have been reported for other
multi-class spectral datasets [20]. Fig. 6 shows the classifier
performance as a confusion matrix.

A. Comparison to Feature Multiplication

In order to evaluate the classifiers with respect to Eq.
6, we need to perform element-wise multiplication between
σ(zimg), σ(zimu), and σ(zs). We also have the option of
leaving out certain features, e.g., leaving out IMU since
it performed the worst. Results from this procedure are
outlined in Table II. The best results occur when using
the likelihoods of all three data modalities. However, the
performance of this method is significantly worse than when
using the spectral classifier alone, and worse than the image
classifier. Thus, using the fusion network architecture greatly
improved our results over this multiplicative method. The

Multiplicative Models Accuracy F1-Score
Image, IMU, Spectral 94.800% 0.734

Image, IMU 75.407% 0.507
Image, Spectral 92.383% 0.683
IMU, Spectral 92.085% 0.935

TABLE II: Test dataset results from modeling the problem
according to Eq. 6. Though some of these models still
perform relatively well, this approach performs worse than
using only the individual image or spectral classifiers.

Ablation Models Accuracy F1-Score
Image, IMU 98.87% 0.989

Image, Spectral 99.98% 1.0
IMU, Spectral 99.69% .997

TABLE III: Test dataset results on the ablation study models
using a modified version of the network in Fig. 5.

nonlinearities introduced in the fully connected layers allow
the model to learn to compensate for when one of the
models performs poorly. For instance, if spectral data is
momentarily aberrant due to a piece of debris in the scene,
the image CNN might provide the correct classification
result. In the feature multiplication, the false classification
degrades probabilities which are not equally aligned. This
observation is made more concrete by the inclusion of IMU
data with spectral. The combination of these two models
decreases the baseline performance of the spectral data on
the test set by 7.895%. Instead of improving accuracy and
F1-score, each permutation of the feature multiplication is
worse than the fused neural network.

B. Ablation Study

Since our network construction is inherently set up piece-
wise, we evaluate the performance of the fused network
when trained with a reduced-order input vector. Namely,
we permute the input classes to ensure that each component
is providing a meaningful contribution to the final weights.
The results of this study are summarized in Table III. Un-
surprisingly, spectral data inclusion continues to outperform
the rest of the results. When compared with the results in
Table I, we see that each ablation model outperforms its
individual components. This observation lends strong evi-
dence to the fusion networks ability to learn from individual
models. Of particular note, the combination of IMU and
image data exhibits a 3.5% increase over the ResNet model
alone. Finally, we observed the IMU does not benefit the
fused classifier much when spectral data is included. In
future work, however, if trying to perform terrain parameter
estimation, IMU data may prove useful when used alongside
both spectral and image data.

VII. CONCLUSIONS

In this work, we demonstrated a novel sensor system for
a small UGV which enables the collection of high quality



Fig. 6: Confusion matrix for the fused image/IMU/spectral
classifier evaluated on the held-out test dataset consisting of
8,730 examples. This classifier achieved 99.98% accuracy.

terrain RGB images, VNIR spectral reflectance curves, and
IMU feature values. We trained three neural network models
to classify the individual components of the data, and show
that a fused network provides improved accuracy over the
held-out test set. Additionally, we collated the measurements
used in our experimentation into a first of its kind dataset.
Our results demonstrate a 0.98% improvement over individ-
ual network components. The simplicity of this approach
with respect to feature fusion and data association is likely
extensible to other sensing modalities.

The strong results from our classifier indicates the model
can accurately predict terrain at every time step, without a
need for recursive estimation, or other forms of Bayesian
inference. A key discovery in this research is the independent
strength of spectral data to form robust classifiers. Even when
trained with an order of magnitude less data than the ResNet-
18 classifier, it still finds meaningful differences in the
electromagnetic spectrum that are not readily manifested in
spatial features. The simplicity and high accuracy of spectral
data on a diverse class space offers many opportunities for
the robotics community.

In future extensions of this work, we plan to apply the ter-
rain information to active terrain parameter characterization.
Currently, the image patches are classified individually, but a
simple extension could see these tiles used for probabilistic
inference on the whole image. We envision this work could
be used to learn surface friction coefficients or wheel slip-
page probabilities that serve as the foundation to probabilistic
motion models. Additionally, this sensor setup could be used
to create maps of surface types for outdoor terrains. These
maps could be used not only for occupancy grids, but also as
a step towards intra-class chemical analysis. As previously
discussed in Section II, remote sensing offers deep insights
in how to leverage spectral information to quantify vegetative

health or geological composition. These methods can be
directly applied to this novel sensory setup to create ground
truth products for satellite or airborne data collections.
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